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Abstract—This paper presents an innovative fog computing
middleware for distributed cooperative data analytics (DCDA)
in the Internet of Things (IoT). The existing IoT systems gather
data in a central place (e.g., cloud) for post-processing and high-
level situation awareness. Such a collecte-and-compute paradigm
cannot sustain the exponential sensors and data growth - the
communication bandwidth is limited by spectrum and cannot
catch up the data growth rate. In addition, many critical
cyber-physical applications demand time-sensitive decisions, and
privacy concerns prefer to avoid data collection. Distributed
cooperative data analytics for high-level situation awareness can
avoid costly data collection and meet the time and privacy
requirements, and has received much attention in the past several
years. In this work, we propose a DCDA architecture and
middleware to support flexible and scalable DCDA, and test and
validate the proposed middleware in seismic and ambient noise
imaging case studies. The evaluation results in a fog computing
testbed demonstrate that the DCDA middleware allows scalable
and fault-tolerant data analytics and is suitable for real-time
situation awareness under the bandwidth and communication
constraints.

Index Terms—Fog computing, Middleware, Data analytics,
Distributed applications.

I. INTRODUCTION

The Internet of Things (IoT) has experienced an exponential
growth in the past few years with billions of devices connected
to the Internet [1]. At the same time, the storage and the
computation capabilities of these devices approximately double
every eighteen months to support intensive data analytics,
while the communication bandwidth does not grow at the
same speed and is limited by the spectrum availability [2].
Bandwidth limitations make it infeasible to send all data
to a central place (e.g., cloud) for post-processing. Latency
becomes an issue when IoT systems need to transfer data in real
time. To overcome the bottlenecks of bandwidth and latency
deficiencies and take full advantage of powerful computation
of edge devices, the fog computing (also called fogging or edge
computing) paradigm was introduced in [3]. This paradigm
brings the data processing, networking, storage and analytics
closer to the devices and applications.

In this paper, we propose a novel fog computing middleware
to support scalable and flexible distributed cooperative data
analytics (DCDA) at the edge of a network. The proposed
middleware allows processing, computing, analyzing and shar-
ing information at the edge for high-level situation awareness.
The proposed DCDA middleware provides services that allow
the analysis of the most time-sensitive data at the network

edge. Futhermore, DCDA aims to minimize latency, conserve
network bandwidth, and allow collecting and processing data
across a wide geographic area under different environmental
conditions.

The proposed DCDA middleware manages three different
levels of data processing and analytics illustrated in Fig. 1 for
the cooperation among edge devices connected to the network.
On the low level, DCDA middleware intends to generate and
analyze real-time data for protection and control systems,
e.g., alerts and notifications that require immediate actions
in the network. On the intermediate level, DCDA handles
operation data, as well as historical data to generate real-time
analytics for visualization systems and processes. An example
is the real time monitoring of data on smart grids, connected
vehicles, seismographs, etc. Finally, on the high level, the
middleware aims to generate transactional analytics for decision-
making process, e.g., real-time 2D and 3D visualization, events
detection in the network and compromised functionality.

DCDA middleware enables a mesh network composed
of many devices to share resources and capabilities. Every
edge device, here called node, is unique and independent of
other nodes. Every node handles a set of functionalities to
address different problems and its own database which stores
compressed data. Nodes may cooperate with others to solve
a global optimization problem when they are sharing a task,
or provide determined services to other nodes when they are
working in cooperative mode. For instance, two nodes might
work together to solve a linear least-squares system of equations
by sharing and analyzing information among them. On the other
hand, one node (A) might provide assistance to another node
(B) that needs to use a specific function that is available in node
A. This mechanism provides a comprehensive fog middleware
for distributed applications that focus on data analytics.

In the literature, there exist research studies that focus on
distributed computation for solving problems at the edge of
the network. We have pioneered the development of such
computing methodology for seismic applications [4]–[9]. This
works presents a generalized middleware framework that allows
applications to execute different kinds of algorithms, communi-
cate partial results with neighbor nodes, share resources among
them and solve a wide variety of problems by guaranteeing
quality of service [10]–[12] and analytics at the edge [13],
[14].

To the best of our knowledge, this is the first comprehensive
fog computing middleware for distributed cooperative data



Fig. 1. Levels of data processing and analytics inside DCDA middleware.

analytics in real time that can be used on real-world sensors
in a wide-range geographical location. The rest of the paper is
organized as follows. Section II presents a needed background
on distributed cooperative data analytics. Section III shows the
system design and formulation of our proposed middleware.
Section IV presents two different case studies, and we carry out
experiments using real sensor data in Section V. The conclusion
and future work are presented in Section VI.

II. DISTRIBUTED COOPERATIVE DATA ANALYTICS

Cooperation between edge devices has become a topic
of significant interest in recent years [15]. Challenges of
distributed computation and decision making in sensor networks
are not trivial because of potentially harsh, uncertain, and
dynamic environments, along with energy and bandwidth
constraints. In this section, we describe the main challenges
of developing a distributed cooperative middleware and how
we propose data analytics at the edge of a network.

A. Challenges and Solutions

In the design of a middleware for distributed cooperative
solutions in a network, multiple challenges have to be consi-
dered. First, in cooperative signal and information processing,
we have to consider the trade-off between performance and
resource utilization. Sharing more data usually provides a high
performance in distributed algorithms but also requires more
communication resources (energy and bandwidth). Second, the
information shared between one node and another needs to be
combined with local information in a certain way. This fusion
of information may range from simple rules to model-based
techniques. Finally, another important issue in cooperative
analytics is visualization. Users should be able to see in real
time what is happening at the edge of the network and how
partial results are contributing to final results.

The proposed DCDA middleware attempts to overcome
the aforementioned challenges by using a mechanism for
exchanging processed information instead of raw data, allowing
different types of algorithms that combine information from
different nodes, and provide a simple interface to interactively
query the nodes. Also, it provides an architecture in which
every node has local databases for raw and processed data
allowing fast querying and information visualization in real
time. We also design an intuitive graphic interface that helps
in monitoring the edge network.

III. MIDDLEWARE DESIGN

DCDA middleware is designed to allow nodes working
together on a specific task and/or share resources when they are
working in the cooperative mode. In this section, we exemplify
the architecture, formulation and implementation used in the
middleware design.

A. Middleware Architecture

The general architecture of the proposed middleware is
shown in Fig. 2. Every node has a relatively small but powerful
computational unit (e.g., Beaglebone Black, Raspberry Pi).
Nodes are able to store raw and processed information in the
database that is designed for compressed data. Inside each
processing unit, nodes are able to manage input data, generate
real-time information, and analyze and develop analytics. Every
node is also capable to communicate and cooperate with
neighbors using wireless, Xbee or bluetooth. Additionally,
DCDA middleware allows users to observe in real time the
state of the network by a simple visualization and analytics
interface.

Fig. 2. Middleware general architecture.

B. Middleware Model Formulation

DCDA middleware model is based on a mesh network (F )
composed of fog nodes (Υ). Υj represents a specific fog node
j in F , where j = 1, ..,m and m is the total number of nodes.

Definition 1. We define Υj as a finite sequence of terms such
as Υj = (Ij , Sj , Uj , τj ,Λj ,Γj[p]),

where Ij is the unique id number of Υj in F and Sj is the state
of node Υj which indicates if Υj is joined in the distributed
computation. Notice that Sj is useful to determine if the node
is up or down in certain stage of the computation. Furthermore,
Uj is the degree or number of neighbors of Υj , τj denotes
the timestamp, Λj represents hardware information of Υj , and
finally, Γj[p] represents a list of p libraries available inside Υj .

Definition 2. The hardware information Λj of each fog node
Υj is defined as a finite number of elements that describe the
current status of processor, memory and battery, such as

Λj = (Pj ,Mj , Bj , ρj , αj , Cj),

where Pj is the total capacity of the processor in Υj in Hz,
Mj denotes the total memory in Υj by time τj in Gb, Bj



is a boolean variable to indicate if the battery is enough
according to a knowing threshold, ρj is the available percentage
of the processor in Υj by time τj . αj is the percentage of
memory available in Υj by time τj , and finally, Cj denotes
the communication type (for instance, WiFi, Bluetooth, XBee,
etc.)
Definition 3. We define Γj as the specific library function
available in a node Υj ,

Γj = (ψj , κj , µj , ωj),

where ψj is the id of the library, κj and µj are boolean
parameters that indicate if the library is in the node Υj and if
it is available for computations, respectively, and ωj denotes the
type of library (mathematical operation, filter, image processing,
etc.)

Nodes in the proposed middleware can work together on
the same task (task sharing mode) or can cooperate among
themselves to provide services to each other (cooperation
mode).

Task sharing mode: In task sharing mode, a set of m nodes
need to solve a specific problem by sharing information among
them. For instance, consider this general problem: every node
j privately holds an objective Fj : Rn → R, which describes
the data acquisition process at node j. The goal is to find the
global consensus solution x ∈ Rn to minimize the optimization
problem min

x∈Rn

{
F (x) :=

∑m
j=1 Fj(x)

}
. This general problem

is applied for distributed travel time tomography [16].
Under these circumstances, our middleware allows the nodes

to construct a mechanism to combine the information of the
neighbors with the local one. This mechanism consists of
a ‘handshaking’ in which a node shares its information Υj

for constructing weighted matrices to assign the contribution
percentage of a node in the computation. Note that here,
the information of Sj and Uj is useful to know whether a
node is contributing in the computation and its degree. After
the ‘handshaking’ process is complete, the nodes start to
communicate using a communication type (Λj(Cj)

of node
Υj) to obtain the final result.

Cooperation mode: In cooperation mode, one node Υj may
need to compute some analytics, in a determined timestamp,
using libraries and algorithms available in other nodes Υi1, Υi2,
..., where i1, i2, .. ∈ Nj and Nj is the neighborhood of Υj .
Notice that |Nj | is the number of neighbors of node Υj and
here denoted by Uj . The node Υj decides which neighbor node
it will help to compute the algorithm according to equation (1)

Ej = max
i=1:Uj

(Γi[x](κi)
· Γi[x](µi)

) ·
( 1

lij
+ (Λi(Pi)

· Λi(ρi)
)+

(Λi(Mi)
· Λi(αi)

)
)
· Λi(Bi)

,

(1)
where x is the specific library to execute and lij is the latency
between node i and node j. Notice that lij is calculated using
the timestamps between nodes i and j. Also, the node Υi with
the maximum Ej is the neighbor node with more resources
available to meet Υj requirements. Υj transfers the compressed
and preprocessed data to Υi and obtains a result as answer.

C. Middleware Implementation

Every node in DCDA middleware possesses the following
structure:

1) Database: We use MySQL database at every node of
DCDA middleware. However, any other database can be easily
adapted to our middleware. We have one database for storing
stream data (transactional database) and another for processed
data (analytic database). The transactional database stores
the node measurements in real time. Tables in transactional
database contain a field called traceBuf that saves a binary
array with a header, a buffer structure and the data itself.
The binary data is compressed using zlib library achieving
a reduction in size of 80% compared to original raw data.
The analytic database is configurable and depends on the
specific analysis that the node wants to perform over data.
For example, we can create a table to store the location and/or
magnitude of an earthquake that has been detected by a mesh of
sensors deployed in a wide geographical area. Furthermore, our
middleware database is flexible to store any kind of analyzed
data that comes from different types of analytic algorithms.

2) Library Manager and Adaptor: The library manager
within a fog node is responsible for ensuring the correct
algorithm selection in the Task sharing mode. For example,
if DCDA is configured to execute an algorithm for solving a
distributed optimization problem, the library manager orders
the processing unit to solve the problem and communicate
the results with other neighbors at each iteration. The library
adaptor is mainly used in the Cooperation mode to select
which library and functions will be used to cooperate with
other nodes.

3) Processing Unit: The processing unit is responsible for
executing a determined algorithm within the fog node. This
unit is also in charge of communicating with neighbors to
share information at each iteration or communicate the final
results.

4) Middleware Visualizer: We integrate a visualization tool
to DCDA middleware in order to monitor results in real time.
This tool is based on a Java Servlet framework that is capable
of: 1) Connecting via IP addresses to different edge devices
to visualize node states, characteristics and data; 2) Reading
directly from the device database to perform off-line data
analysis; 3) Visualizing partial and final results of algorithms
that are performed on different nodes in real time; 4) Visualizing
data analytics over the network. This tool is expandable to
incorporate more features using a simple language such as
Java.

IV. CASE STUDIES

In order to validate the implementation of the proposed
DCDA middleware, we use two case studies of subsurface
imaging and monitoring in real time: Travel Time Tomography
[5] and Ambient Noise Tomography [17]. We chose subsurface
imaging because the process of monitoring in real time is
crucial for understanding subsurface structures and dynamics
that may pose risks or opportunities for oil/gas exploration and
production, civil infrastructure, etc.



Travel Time Tomography
Travel time tomography involves many steps as illustrated

in Fig. 3. Those include: (i) Seismic sensors or edge devices
(green circles) that measure the vibration after the occurrence of
an earthquake and calculate the arrival time of the p-wave [18].
This process is called arrival time picking; (ii) Next, the
earthquake location is estimated; (iii) The magnitude of the
earthquake is then calculated by combined information of all
edge devices; (iv) Lastly, the rays are traced from earthquake to
nodes and the tomography inversion is performed. We have used
the details of the work presented in [5] for distributed travel
time tomography. In this paper, we use distributed algorithms
for calculating the arrival time picking as described in [18], well-
known algorithms for earthquake location (Greiger’s method)
[19] and magnitude calculation method described in [20].

Fig. 3. Travel time tomography.
Ambient Noise Tomography

Ambient noise tomography (ANT) uses vibrations of the
ambient noise to estimate the local phase speed of the waves.
ANT involves the steps shown in Fig. 4. Those include:
(i) Seismic sensors or edge devices (green circles) measure
the vibration of the ambient noise; (ii) Edge devices calculate
the cross-correlation of the signal waves with their neighbors
and perform a frequency-time analysis to obtain travel time
measurements of the ambient noise signal; (iii) Using a method
known as Eikonal Tomography [21], a speed map is built.
The formulation of the method can be found in [21] and the
distributed implementation is described in [17].

V. EXPERIMENTAL RESULTS

A. Equipment
We applied our proposed solution to seismic and ambient

noise tomography case studies and evaluated using a fog

Fig. 4. Ambient noise tomography.

computing testbed and real seismic devices deployed in the
field. We developed a fog computing testbed consisting of
64 BeagleBone Black (BBB). These computing units are
interconnected via wireless network forming a cluster. Each
BBB operates a Linux based OS and has 512MB DDR3 RAM,
16GB flash storage, and 1 GHz ARM Cortex A8 processor.
They are credit card sized, low-power computing units that
cost under USD $70. For field testing, we have used 25 R1+
devices which are small, light-weight seismograph nodes. R1+
is designed for data acquisition in the field and is equipped
with an internal, industry-standard Linux processor. R1+ also
has an external antenna for Xbee communication that allows a
communication range up to 45 km with a high gain antenna.
It also can communicate via wireless protocols.

B. Dataset

For travel time tomography, we use real data acquired by R1+
devices. We deployed these devices in a wide range area inside
the University of Georgia campus. We artificially generated
earthquake signals using a hammer and a metal pad over the
field. The data recorded by the instruments was processed
in real time by taking advantage of our proposed DCDA
middleware. For ambient noise tomography, we used ambient
noise data collected from 500 stations of the EarthScope
Transportable Array (USArray)1 database deployed over our
BBB cluster. The data was compiled between September and
November of 2007. We use distributed cooperative computa-
tion for generating ambient noise velocity maps inside our
middleware.
C. Middleware vs. Cloud Time Evaluation

Fig. 5 shows the results of running distributed algorithms
for travel time tomography and ambient noise tomography.
We measured the speedup between computing travel time and
ambient noise tomography in our middleware and the cloud.
Fig. 6(a) illustrates the improvements in terms of computation
time achieved using the DCDA middleware. Note that for
some processes such as arrival time picking and ambient noise
imaging, the cloud is more than twice slower compared to our
middleware. This is due to the amount of data to transfer to
the cloud for these processes. For processes with less amount
of data to transfer, the speedup of our middleware is not too
high. This scenario confirms our premise that for real-time
applications, computing in the edge of the network is faster
and reduces latency. Furthermore, with DCDA middleware we
only transfer processed data which implies an efficient use of
available bandwidth in the network.

D. Scalability, Robustness and Flexibility

The proposed DCDA middleware can be augmented to
handle increasing workloads. We can easily add more nodes
to the network and integrate them into the cooperation mode
or task sharing mode. Most importantly, we can increase the
number of algorithms performed within our middleware. We
reduce the bandwidth bottleneck by ensuring the processed

1http://www.earthscope.org/science/observatories/usarray



(a) (b)
Fig. 5. (a) 2D and 3D locations and magnitude of different detected earthquakes (red circles) using DCDA middleware. (b) Ambient noise velocity map
constructed using our DCDA middleware.

(a) (b) (c)
Fig. 6. (a) Time evaluation and speedup comparison between the proposed DCDA middleware and the Cloud. (b) Performance of DCDA middleware under
different cases of node/link failure. (c) Battery usage in hours using DCDA Middleware vs. Cloud.

data flow only between nodes. This also guarantees the system
scalability.

One of the important characteristics of DCDA middleware
is its fault tolerance, and here we validate it by simulating
node and link failure. We evaluated these properties of DCDA
middleware in Figure 6(b) using the magnitude calculation
algorithm. We run each experiment with three different cases:
Case 1) No Failure; Case 2) 20% of the nodes fail for 10% of
the time; Case 3) 40% of the nodes fail for 10% of the time.
From Fig. 6(b), we observe that there is no significant effect on
the error regarding a scenario with no package loss. However,
some algorithms require all nodes to be running and hence its
speed depends on the slowest node. This property is extremely
important when choosing algorithms for edge computing.

Finally, DCDA middleware is flexible to handle different
kinds of distributed algorithms. However, the performance
is directly dependent on the algorithm design. Because the
middleware is based on the Linux distribution, it can be installed
on a wide variety of sensors and devices.
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Fig. 7. (a) Communication cost in the cloud. (b) Communication cost in the
proposed DCDA middleware. The axis x and y represent nodes numbers.

E. Energy Consumption
We conducted tests to measure the amount of energy

consumed by fog nodes when computing information using
the middleware and when sending raw data to be processed at
the cloud. Fig. 6(c) shows the battery usage for different nodes
and its average. Even though with the middleware the nodes
need to compute in-situ and communicate with neighbors, the
process consumes less power than to transmit raw data to
the cloud because the communication cost is higher than the
computation cost.

F. Communication Cost
We measured the communication cost based on the number

of packages transmitted during computation. Fig. 7(a) shows
that at the cloud the communication cost is high because all
nodes send raw data for further processing. In contrast, Fig.
7(b) illustrates the communication cost using the proposed
DCDA middleware. Notice that the cost in DCDA middleware
is very low since nodes communicate only processed data,
and picks occur only in the nodes that receive this data for
processing final data analytics.

VI. CONCLUSION AND FUTURE WORK

In this paper, we presented a fog computing middleware
for distributed cooperative data analytics (DCDA) in real
time. The proposed middleware can eliminate the need to
send raw data to the cloud and hence overcome bandwith
problems and leverage internal resources to offer fast and
balanced computation. The experimental results show that our
middleware is scalable, flexible and energy efficient for real-
time distributed applications. We plan to incorporate more
features for allowing any type of distributed applications and
tackle issues related to security in fog computing.
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